Socy 601 Fall 2007
Homework #9
Agresti & Finlay, Chapter 9: Linear Regression and Correlation

Each Question in Chapter9 is worth 5 points, and the last STATA question is worth 20 points.

1. For the following variables in a regression analysis, which variable more naturally plays the role of X (explanatory variable) and which plays the role of Y (response variable)?
a) College grade point average (GPA) and high school GPA
X (explanatory variable): high school GPA
Y (response variable): College GPA

Reason: high school occurs prior to college and is therefore likely to explain future academic success

b) Number of children and mother’s education level
X (explanatory variable): Mother’s education level
Y (response variable): number of children

Reason: women receiving advanced education are likely to put off childbearing until later years; alternatively, having a lot of children makes going to school more difficult, esp. over longer periods of time!
c) Annual income and number of years of education
X (explanatory variable): number of years of education
Y (response variable): annual income

Reason: number of years of education is often a requirement for certain occupations and jobs

d) Annual income and assessed value of home

X (explanatory variable): annual income

Y (response variable): assessed value of home
Reason: your ability to make a down payment on or purchase a home is likely to be restricted by your income (unless you are part of that small minority of the population which enjoys the privileges of inherited wealth and/or property)
2. Sketch plots of the following lines, for values of X b/w 0 and 10.
b) Y = 7 + X
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d) Y = 7 – 0.5X
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f) Y = X
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3. For the data on the 50 states in Table 9.1 on Y = violent crime and X = poverty rate, the prediction equation is Y(hat) = 209.9 + 25.5X
a) Sketch a plot of the prediction equation for X between 0 and 100


b) Interpret the Y-intercept and the slope.
      The y-intercept is the value of y when x = 0. In this case, the y-intercept is the violent crime rate when the poverty rate = 0. Note that no state listed has a poverty rate of zero, yet the intercept may be interesting for theoretical reasons (e.g., suggests we would still observe violent crime in utopian societies that lack poverty!). 
      The slope is the difference we would expect to see in the crime rate for two regions with different poverty rates.  In this case, for a 1% increase in poverty we would expect 25.5 more murders per 100,000 population.
c) Find the predicted crime rate for Massachusetts, which has X = 10.7 and Y = 805.
Y = 209.9 + 25.5X
    = 209.9 + 25.5(10.7)

    = 482.8

d) Find the residual for the Massachusetts prediction. Interpret.
Residual = Y(observed) – Y(predicted)

    =        805 
   – 
  482.8 

    = 322.2

     The residual describes the discrepancy – or difference – between the observed Y value for a given X value and the predicted Y value for the same given X value. 

     In this example, we see that the actual violent crime rate is much higher for Massachusetts than is predicted by the model. 
e) Two states differ by 10.0 in their poverty rates. Find the difference in their predicted violent crime rates.
10β = 10(25.5) = 255

     The difference in predicted violent crime rate for two states differing by 10 in their poverty rates would be 255. 

f) The state poverty rates range from 8.0 (for Hawaii) to 24.7 (for Mississippi). Over this range, find the predicted values for violent rime rate.
209.9 + 25.5(8.0)   = 413.9 

209.9 + 25.5(24.7) = 839.8

     The predicted values for the violent crime rate would range from 413.9 to 839.8.
6. Refer to Problem 9.24. For those counties, Table 9.9 shows part of the printout for the regression analysis relating Y = median income (in thousands of dollars) to X = % of the residents with at least a high school education.
a) Report the prediction equation and interpret the slope.
     Y(hat) = -4.63 + .42X
     For every 1% increase in residents with a high school education, the predicted median income increases by .42 thousand dollars (i.e., $420).

b) Is the Y-intercept meaningful? Explain.
     Not really, because no counties in the sample had X values close to or approximating zero. Also, we would never actually observe a negative median income.
c) Find the predicted median income for a country with 70% of the residents having at least a high school education.
Y(hat) = -4.63 + .42(70) = 24.8, or $24,800
d) County A has 10% more of its residents than County B with at least a high school education. Find their difference in predicted median incomes.
10(.42) = 4.2, or $4200
     County A would have a predicted median income $4200 greater than that for County B.

e) Find the Pearson correlation. Interpret using (i) the sign, (ii) the magnitude, and (iii) the standardized slope.
r = β(sX / sY)

  = .42(8.86/4.69) 

  = .79
(i) There is a positive association, with median income tending to increase as the percentage of the county with at least a high school education increases.
(ii) The association is quite strong, as .79 is closer to a maximum correlation of 1.0 than a minimum of 0.
(iii) An increase of one standard deviation in the percentage of those having at least a high school education corresponds to a predicted .79 standard deviation increase in median income.
f) Find the coefficient of determination. Explain its PRE interpretation.
r² = (.79)² = .63

      There is a 63% reduction in error in using X (percent with at least a high school education) to predict Y (median income) instead of using Y(bar).  In other words, using X we can explain 63% of the variation of Y values from the mean Y value.
9. The prediction equation for a sample of 100 people relating X = years of education and Y = annual income (in dollars) is Y(hat) = -6000 + 3000X, and the Pearson correlation equals .50.
a) Suppose instead that Y refers to annual income, in thousands of dollars. State the prediction equation and the correlation.
     Y and Y(hat) values are divided by 1000, so Y(hat) = -6 + 3X.  The correlation is still r = .50, because correlation is unaffected by changes in units of measurement.

b) Suppose that Y is treated as the explanatory variable and X is treated as the response variable. Will the correlation coefficient or the slope change in value? Explain.
    By reversing the order, the slope will change, but the correlation between the two variables will remain constant.
11. Refer to Table 9.1 (p.302). Table 9.12 shows an SPSS printout for the relationship for all 51 observations between Y = murder rate and X = percentage white.
a) Report the prediction equation. Interpret the Y intercept and slope.
Y(hat) = 56.77 - .57X

     The Y-intercept – which is 56.77 – describes the murder rate (Y) when X (percentage white) equals zero. The slope indicates that for every increase in the percentage white, the murder rate decreases by .57.

b) Report the coefficient of determination and interpret its value.
r² = .499

   There is a 49% reduction in error in predicting the murder rate using the percentage white (X) instead of the mean murder rate, i.e., Y(bar).

c) Find the correlation and interpret.
r = - √(.499) = -.706 [Note: slope is negative, so correlation coefficient must also be negative!]

     This suggests a strong negative correlation between the percentage white and the murder rate.  We would predict a .706 standard deviation decline in murder rates for every one standard deviation increase in percent white.
d) Report and interpret the estimated conditional standard deviation of the murder rate.
σ(hat) = 7.66
    This means that the murder rate will vary around a mean of 56.766 - .571X with a standard deviation of 7.66, or the typical distance from the predicted value to the observed value will be about 7.66.
e) When the D.C. observation is deleted, the estimated slope changes to -.216, and r² changes to .359. Explain how a single observation can have such a large effect.
     D.C. has such a large effect because it is an extreme outlier. The murder rate for D.C. is nearly four times that of the next highest murder rate (Louisiana), and the percentage white is roughly half as much as the next lowest observation (again, Louisiana).  Because it is extreme on both axes and because the deviation of the observation from the mean is squared, DC was a lot of leverage when we are calculating the slope and intercept.
33. Annual income, in dollars, is the response variable in a regression analysis. For a British version of the reports on the analysis, all responses are converted to British pounds sterling (1 pound equals ~ 1.5 dollars, as of 1997).

a) How, if at all, does the slope of the prediction equation change?

     The new slope equals the old slope, divided by 1.5
b) How, if at all, does the correlation change?

     The correlation does not change, since it does not depend on units of measurement (see also question #36a)
34. The variables Y = annual income (in thousands of dollars), X1 = number of years of education, and X2 = number of years of experience in a job are measured for all the employees having city-funded jobs in Knoxville, Tennessee. The following prediction equations and correlations apply.
(i) Y(hat) = 10 + 1.0X1, r = .30

(ii) Y(hat) = 14 + 0.4X2, r = .60

The correlation is -.40 between X1 and X2. Which of the following statements are true?

a) The strongest sample association is between Y and X2.
     True. rYX2(.60) > rYX1(.30).
b) The weakest sample association is between X1 and X2.
     False. The sample association between Y and X1 (.30) is weaker than the association between X1 and X2 (-.40).
c) The prediction equation using X2 to predict X1 has a negative slope.
     True. The sample association between X1 and X2 is -.40; b/c the slope and the correlation coefficient have the same sign (i.e., +/-), the prediction equation using X2 to predict X1 must have a negative slope.

d) A standard deviation increase in education corresponds to a predicted increase of .3 standard deviations in income.
     True. By definition, a standard deviation in X corresponds to a change of r standard deviations in the Y variable.
e) There is a 30% reduction in error in using education, instead of Y(bar), to predict income.
     False. R² = .09, so there would be a 9% reduction in error using education instead of Y(bar) to predict income.
f) Each additional year on the job corresponds to a $400 increase in predicted income.
     True. Because the slope is .4, there is a $400 predicted increase in income for each additional number of years of experience.
g) When X1 is the predictor of Y, the sum or squared residuals (SSE) is larger than when X2is the predictor of Y.
     True. The smaller r value for X1 represents a weaker linear association, larger error from the predicted value, and a larger sum of squared residuals.
h) The predicted mean income for employees having 20 years of experience is $4000 higher than the predicted mean income for employees having 10 years of experience.
     True. 

X2 = 20; Y(hat) = $22,000

X2 = 10; Y(hat) = $18,000

$22,000 – $18,000 = $4000

i) If σ(hat) = 8 for the model using X1 to predict Y, then it is not unusual to observe an income of $70,000 for an employee who has 10 years of education.
     False. 
Y(hat) = 10 + 1.0(10) = 20. 

If σ = 8, then an income of $70,000 is 6.25 standard deviations above the predicted value ([70 – 20]/8), and would be rather unusual.
j) It is possible that SY = 12.0 and SX1 = 3.6.
     True. 

    r = β(sX / sY)

.30 = 1.0(3.6/12.0)

  .3 = .3

k) It is possible that Y(bar) = 20, and X1 (bar) = 13.
     False.

Y(bar) = 10 + 1.0X1(bar)
20 = 10 +1.3(13)

20 ≠23

35. One can interpret r = .3 as follows:
a) A 30% reduction in error occurs in using X to predict Y.
     False/Incorrect. A correlation of .3 would correspond to a 9 % reduction in error in using X to predict Y.
b) A 90% reduction in error occurs in using X to predict Y compared to using Y(bar) to predict Y.

     True/Correct. 
Additional question.
Do the following additional exercise from Mark Chaves and David E. Cann, 1992.  “Regulation, Pluralism, and Religious Market Structure.”  Rationality and Society 4(3):272-290.

Chaves and Cann look at the following variables:

attend: Weekly percent attending religious services.

regul: State regulation of religion, as measured by an additive, six-item scale composed of yes/no indicators.  (Alpha reliability = .82)  

Here are the component dichotomous indicators:

d1 = there is a single, officially designated state church

d2 = there is official state recognition of some denomination but not others

d3 = the state appoints or approves the appointment of church leaders

d4 = the state directly pays church personnel salaries

d5 = there is a system of ecclesiastical tax collection

d6 = the state directly subsidizes, beyond mere tax breaks, the operating or other expenses for churches.

reguli = d1i + d2i + d3i + d4i + d5i + d6i

The data were collected from 18 countries.

Use the attached STATA program and data set to answer the following questions.

A.)  Of the two variables, state control of churches is given as the explanatory variable and attendance is the response variable.  Try to make two statements: one supporting this assignment of variables, and one suggesting that state control of churches should be the response variable and church attendance the explanatory variable.

     The explanatory variable, state control of churches, is viewed as producing change in how often people attend church and therefore is a casual, independent variable. It is inferred that as state control of churches increases, there is a linear relationship to the decrease in church attendance.  State control of churches is not part of a state policy or desire to affect attendance, only to control some functions of the churches and thereby has an unintended dependent effect in the form of the response variable, church attendance.
     Church attendance as the explanatory variable is viewed as producing change in how much state control is needed. It could be inferred that as church attendance increases, less state control is required.  The implication of this statement is a state desire to have a certain amount of church attendance.
B.) Use STATA to identify the slope and intercept. Plot the observed and expected association between the variables by hand or using Excel or STATA.  Interpret the slope and the intercept.
. * estimate a linear regression

. regress attend regul

      Source |       SS       df       MS              Number of obs =      18

-------------+------------------------------           F(  1,    16) =    9.65

       Model |  2240.05128     1  2240.05128           Prob > F      =  0.0068

    Residual |  3715.94872    16  232.246795           R-squared     =  0.3761

-------------+------------------------------           Adj R-squared =  0.3371

       Total |        5956    17  350.352941           Root MSE      =   15.24

------------------------------------------------------------------------------

      attend |      Coef.   Std. Err.      t    P>|t|     [95% Conf. Interval]

-------------+----------------------------------------------------------------

       regul |  -5.358974    1.72555    -3.11   0.007    -9.016977   -1.700972

       _cons |   36.83761   5.395698     6.83   0.000     25.39924    48.27598

------------------------------------------------------------------------------
From STATA: Slope = -5.359



Intercept = 36.84

     Because the slope is negative, there is a negative association between state control and church attendance. For every increase in 1 unit of state control, there is a corresponding expected decrease in church attendance of 5.359 percent. The Y-intercept infers that for no state control, the predicted value for church attendance is 36.84 percent.
Plot of observed values

. plot attend regul
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Plot of predicted (expected) values

. plot pattend regul
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C.)  Identify the outlier observation, and explain why it is an outlier.

     The outlier is Ireland.  This is because Ireland has the largest distance from the Root MSE of 15.24 (from STATA output), which is the typical distance between predicted and actual value. The predicted value for Ireland with a state control value (X) of zero results is 36.84.  The actual value is 82 which is more than 3 times the Root MSE of 15.24.

D.)  Calculate the residual for the outlier.  If you excluded the outlier, how would the slope and the intercept change for the other countries?

     From STATA, the residual for Ireland is 45.16. If we excluded Ireland, the slope would be change from -5.359 to -3.814 and the intercept would change from 36.84 to 30.36.

. predict rattend, residuals
. summarize attend pattend rattend if country=="Ireland"

    Variable |       Obs        Mean    Std. Dev.       Min        Max

-------------+--------------------------------------------------------

      attend |         1          82           .         82         82

     pattend |         1    36.83761           .   36.83761   36.83761

     rattend |         1    45.16239           .   45.16239   45.16239

. * run an alternative regression model

. regress attend regul if country~="Ireland"

      Source |       SS       df       MS              Number of obs =      17

-------------+------------------------------           F(  1,    15) =   11.39

       Model |  1050.96072     1  1050.96072           Prob > F      =  0.0042

    Residual |  1383.98046    15  92.2653637           R-squared     =  0.4316

-------------+------------------------------           Adj R-squared =  0.3937

       Total |  2434.94118    16  152.183824           Root MSE      =  9.6055

------------------------------------------------------------------------------

      attend |      Coef.   Std. Err.      t    P>|t|     [95% Conf. Interval]

-------------+----------------------------------------------------------------

       regul |  -3.814332   1.130172    -3.38   0.004    -6.223237   -1.405427

       _cons |   30.36482   3.636441     8.35   0.000     22.61393    38.11571

------------------------------------------------------------------------------

. plot rattend regul
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E.) Use the Sum of Squares Total and Sum of Squares Error from a STATA “regress” command to verify the coefficient of determination.  Explain the coefficient of determination.

     Coefficient of determination (r2)  = (TSS-SSE)/TSS = (5956-3715.94872)/5956 = 0.3761.  The coefficient of determination explains the percentage of variation of church attendance that is explained by state control in this model.

F.)  Use STATA output to calculate a correlation coefficient for the two variables.  

  R=
[image: image4.wmf]3761

.

=0.6133
     The correlation coefficient represents the strength of the linear association between the two variables. The larger the absolute value of r, the stronger the degree of linear association. Since r is closer to one than zero, we can infer a strong linear association between state control and church attendance.

G.)  Discuss possible justifications for including Ireland in the data set, and for excluding Ireland from the data set.  
    Theoretically, Ireland was included in the sample because it helps to make the sample representative of some population, and excluding it would limit one’s ability to generalize about the population if the sample were no longer representative.
     On the other hand, if we recognize that there are a number of other factors that can affect church attendance, and that these factors are uniquely important in Ireland, we might be better able to estimate the relationship between state control and church attendance if we exclude Ireland from the model.  Before excluding Ireland, though, we would probably want to identify the other factors that make it unique to the sample.
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Figure 1.1: Model Predicting Violent Crime Rate by Poverty Rate
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